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Abstract

We utilize Buffered Probability of Exceedance (bPOE) to introduce a new formulation for
classification with asymmetric error control inspired by the Neyman-Pearson (NP) paradigm.
From the perspective of NP classification, this paper is the first to propose a computation-
ally efficient large margin classifier, with the same generalization benefits as Support Vector
Machines in high-dimensional feature spaces, that is also a provably optimal convex approx-
imation of the traditional NP classification problem. Our approach, though, is not proposed
as an approximation heuristic based on convex surrogates. Called Buffered NP (bNP) clas-
sification, our approach is a new counterpart formulation to NP classification that is derived
from bPOE, a recently introduced quantification of uncertainty. While NP classification aims
to minimize the False Positive Rate (FPR) while controlling the False Negative Rate (FNR),
our approach considers the severity of False Positives and False Negatives by utilizing two new
performance metrics called the Buffered False Negative Rate (bFNR) and Buffered False Pos-
itive Rate (bFPR). This new approach has two major advantages. First, by using bFNR and
bFPR, the bNP classification problem accounts for the severity of different error types, reveal-
ing aspects of classifier performance which can remain hidden by the FNR and FPR. Second,
the bNP classification problem can be reduced to convex, sometimes linear, programming. In
addition, we show that we can naturally introduce regularization, creating a margin maximizing
bNP classification problem that shares strong connections with SVM’s. Specifically, along with
margin maximization, our formulation is amenable to the kernel trick for non-linear classifica-
tion, with the optimal classifier also having a support vector expansion effectively controlling
classifier complexity in high dimensional feature spaces.

1 Introduction

Classification is one of the most widely applied areas of machine learning, utilized for a wide
range of tasks such as disease prediction, spam email detection, credit fraud detection, and credit
scoring where one would like to predict the class label of a data point characterized by many
features. The traditional approach defines a good predictor as one that minimizes error rate, i.e.
the number of incorrect predictions. A large literature focuses on this approach, providing methods
that generalize well in practice (e.g. SVM’s, logistic regression) with theoretical guarantees provided
by statistical learning theory (see e.g. Vapnik and Vapnik (1998), Valiant (1984)) to support the
positive relationship between low error on training data and low error on unseen test data.

This traditional approach, though, may be inappropriate for common scenarios where the dif-
ferent types of error are not of equal importance. Specifically, in binary classification we have the
Type I error (i.e. False Positives) and Type II error (i.e. False Negatives). The traditional error
minimization approach treats these equally. This may be inappropriate, for example, in medical
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diagnosis. One would like to minimize the number of False Negatives, with detection of disease-
positive patients being the clear priority. The detection procedure, though, must have significance
and should therefore have a False Positive rate that is less than some admissible upper bound.
In some contexts, the error minimization approach can still be utilized, with the user assigning
different costs to the different types of errors. Obviously, though, this can be inappropriate when
it is difficult or unethical to define these costs (e.g. disease diagnosis).

The NP paradigm is meant to directly address this issue. Specifically, NP classification seeks to
find a classifier that minimizes the False Negative rate and has a False Positive rate lower than some
user specified upper bound. Although an intuitive approach to classification, the NP paradigm has
not generated a large literature compared to the error minimization approach. Some of the earliest
work Casasent and Chen (2003) provided empirical studies. This was followed by the work of
Scott (2005), Cannon et al. (2002), Scott and Nowak (2005), Scott (2007), which aimed to provide
theoretical foundations for the NP approach grounded in statistical learning theory and the expected
risk minimization approach with coherent connections to NP specific performance measures. This
was later followed by the work of Rigollet and Tong (2011) which further provided an analysis
of NP classification in the context of statistical learning theory and the empirical minimization
approach, specifically providing convergence results and generalization bounds for learning with
convex surrogate loss functions and convex combinations of classifiers belonging to a finite set.

With much of the NP classification literature focusing on theoretical developments, it is difficult
to find straightforward suggestions for algorithms with intuitive flexibility and simple justification
for their ability to generalize. For example, with the error rate minimization approach, SVM’s
provide a straightforward approach that is flexible (e.g. with different loss functions, non-linear
classification with kernels, and a variety regularization strategies) and provides intuitive justification
for its ability to generalize (i.e. large margins and classifier complexity dependent upon the number
of support vectors). Much of the literature proposing practical NP classification approaches focus
on adapting error rate minimization algorithms for NP classification. For example, Davenport et al.
(2010) suggest an approach to appropriately tune an SVM for NP classification while Casasent and
Chen (2003) utilize a neural network approach. Thus, they do not address the problem directly.

In this paper, inspired by the NP paradigm, we propose a new approach called Buffered NP
classification. This new approach utilizes new performance metrics, the bFNR and bFPR, which
account for the severity of error types, not just the frequency of their occurrence. We show that
these new performance metrics are natural counterparts to FNR and FPR that can sometimes
reveal important aspects of classifier performance hidden by FNR and FPR. We then show that
the bNP classification problem can often be solved directly via convex or linear programming, a
significant advantage over the traditional NP classification problem which is discontinuous and non-
convex. We then show that regularization can be introduced in a natural way, providing classifiers
that can generalize in high dimensional feature spaces. We show that this regularization scheme
is flexible and shares strong connections with SVM’s, with a special case of our scheme producing
large margin classifiers. We show that, much like SVM’s, these classifiers have a representation as
a linear combination of support vectors. We then show that our approach is naturally amenable to
the kernel trick, allowing for consideration of non-linear decision boundaries.

While the bNP classification problem is focused on controlling the occurrence of different error
types in a different way than NP classification, we show that it can also be viewed as an optimal
convex approximation of the traditional NP classification problem. We show that bFNR and bFPR
are, in a certain sense, the tightest possible convex upper bounds of FNR and FPR. Therefore, the
solutions to the bNP problem will necessarily be feasible to the comparable NP problem and can
be viewed as a conservative approximation of the NP classification problem.

In Section 6, we demonstrate the performance of our methodology on five standard data sets,
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comparing with a benchmark standard SVM. We show that our formulation can effectively control
the FNR, FPR, bFNR, and bFPR of our classifier, with much finer control than if one were to
tune a standard SVM. We also show that our method can be used to generate informative trade-off
curves which show the price one needs to pay for decreases in a certain error type. In all, we perform
binary classification with control over Type I and Type II error rates using an efficiently solvable
convex, sometimes linear, programming formulation that is controlled by an intuitive parameter
directly related to an upper bound on Type II error rate. Furthermore, we find that this method
outperforms a standard SVM benchmark.

Specifically, this paper is organized as follows. In Section 2, we review NP classification and some
of the existing literature. In Section 3, we review the concept of bPOE and superquantiles, a central
component to our approach. In Section 4, we define natural counterparts to the FNR and FPR
using bPOE. We then use these counterparts to formulate Buffered NP classification, a counterpart
to the traditional NP classification approach. In Section 5, we introduce a regularization component
and show that this approach is amenable to non-linear classification via the kernel trick and shares
strong connections with SVM’s, including margin maximization and generalization supported by
the reliance of classifier complexity on the number of support vectors.

2 Neyman Pearson Classification

In this paper, we consider the binary classification task where we have random vectors X+, X−

in Rn that belong, respectively, to classes (Y = +1) and (Y = −1). We are given N samples
X1, ..., XN of the random vector X = X+∪X−, of which m+ have positive label, m− have negative
label, and we must choose a scoring function h : Rn → R with decision rule1

Yi =

{
+1 if h(Xi) > 0

−1 if h(Xi) < 0 .

Furthermore, we consider three types of real valued random errors associated with a fixed classifier
h ∈ H. We first have the misclassification error, −Y h(X). If −Yih(Xi) > 0, a misclassification
has occurred. Next, we have the Type I error, h(X−). If h(X−i ) > 0, a False Positive (FP) has
occurred. Then, we have the Type II error, −h(X+). If −h(X+

i ) > 0, a False Negative (FN) has
occurred. Therefore, Type I and Type II error are class-specific misclassification error distributions.
It should be noted that this definition of Type I and Type II error differs slightly from tradition.
Typically, a Type I error is viewed as the occurrence of the event {h(X−) > 0} and a Type II
error is typically defined as the occurrence of the event {−h(X+) > 0}. This notational caveat will
become important when we begin to discuss the magnitude of Type I and Type II errors. Defining
these errors as real value random variables, we attach a notion of magnitude.

For NP classification, the criteria for selecting such a function h ∈ H from a family of functions
H is somewhat different than traditional binary classification. In traditional binary classification,
for a fixed h, we have the False Positive Rate (FPR), P (h(X−) > 0) and the False Negative
Rate (FNR), P (−h(X+) > 0). In terms of error types, FNR equals the probability that Type II
error is greater than zero and FPR equals the probability that Type II error is greater than zero.
Traditional binary classification seeks to minimize the probability that misclassification error is
greater than zero, or in other words the weighted combination of FPR and FNR, which is equal to,

P (−Y h(X) > 0) = P (Y = +1)P (−h(X+) > 0) + P (Y = −1)P (h(X−) > 0) .

1We consider Yi to be undefined if h(Xi) = 0.
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NP classification has a slightly different goal, aiming to find h ∈ H that has minimal FNR but
with FPR being no larger than a specified bound αfp ∈ (0, 1). Specifically, it aims to solve the
following optimization problem.

min
h∈H

P (−h(X+) > 0)

s.t. P (h(X−) > 0) ≤ αfp
(1)

A critical assumption is that we do not know the true distributions of X+ and X−, only having
available to us a finite sample.2 Therefore, NP classification aims to solve the empirical variant of
(1) as follows, where I{·} is the 0− 1 indicator function.

min
h∈H

1

m+

m+∑
i=1

I{−h(X+
i ) > 0}

s.t.
1

m−

m−∑
i=1

I{h(X−) > 0} ≤ αfp

(2)

2.1 Current Methods

With (2) yielding a non-convex, discontinuous optimization problem, most current methods for NP
classification take one of two approaches. The first, and most obvious choice, is to tune a traditional
error rate minimization algorithm to satisfy the NP paradigm, e.g. the SVM of Davenport et al.
(2010) or neural net of Casasent and Chen (2003). The second approach, which is discussed mostly
in a theoretical context (see e.g. Rigollet and Tong (2011), Han and Sun (2009)), is to approximately
solve (2) by replacing the 0 − 1 loss with a convex surrogate (e.g. the logistic loss or hinge loss).
These methods are appealing since they provide an approximate solution via convex programming.
Additionally, this framework is amenable to theoretical analysis in terms of statistical learning
theory (again, see e.g. Rigollet and Tong (2011), Han and Sun (2009)). These approaches, though,
raise difficulties.

The tuning of an error rate minimization algorithm can be computationally expensive. Large
grid searches over the parameter space are often required and care must be taken to provide accurate
estimates of the FPR and FNR. For example, while Davenport et al. (2010) focus on tuning SVM’s,
they spend considerable effort to devise their strategy for efficient and accurate cross-validation
estimates of FPR and FNR. Additionally, as already mentioned, one may be forced to explicitly
indicate the cost of different error types when this type of cost-benefit analysis is unethical (e.g.
medical diagnosis).

When using the convex surrogate approach, although theoretical convergence results exist in the
general case, it is difficult to find literature with specific implementation suggestions. Additionally,
while convex surrogates may be useful, suggestions for regularization schemes that automatically
control the complexity of the hypothesis space are also scarce.

The method we propose does not require the tuning of cost parameters. Our formulation only
has a αfp parameter fitting the NP paradigm and a regularization parameter which has an exact
statistical interpretation. Furthermore, our method has a coherent regularization scheme that is
similar to that of SVM’s. The complexity of the hypothesis space is directly limited by reliance of
the classification hyperplane on support vectors. This consideration is naturally implemented via
norm regularization, a scheme that is amenable to many types of regularization functions.

2There exist so called plug-in approaches to NP classification that make assumptions regarding these distributions,
e.g. see Tong (2013).
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2.2 Hiding Large Errors and Classifier Confidence

While current methods attempt to approximately solve (1), (2), we point out that this formulation
may, itself, hide potentially important information about classifier performance. Specifically, with
a constraint and objective function defined as the probability that some error exceeds a threshold
of zero, we have that the magnitude of errors exceeding this threshold are not considered. The
magnitude of a type I or type II error may be important to consider, especially when comparing
classifier performance. The magnitude of these errors can be considered to be the classifiers ‘con-
fidence.’ Additionally, (1) and (2) do not consider the confidence of correct predictions. Although
a classifier may not have made an error on example X+

i or X−j , it could be the case that h(X+
i )

and h(X−j ) are very close to zero, thus the classifier has correctly classified these examples, but
with a very low level of confidence. Thus, slight changes, or noise, in the data could possibly move
these examples to the other side of the classification boundary. Therefore, it may be important
when analyzing classifier performance to consider the confidence of classifier predictions for both
incorrectly classified samples and the worst correctly classified samples.

The method that we propose considers the magnitude of these errors. Thus, while our formu-
lation can be viewed as an approximation of (1) and (2), it can also be viewed as a counterpart.
Our formulation is derived from related statistical concepts and can provide insights not revealed
by NP formulations that consider only probability and indicator functions.

3 Background: Buffered Probability of Exceedance and Superquan-
tiles

When working with optimization of tail probabilities, one frequently works with constraints or
objectives involving probability of exceedance (POE), pz(Z) = P (Z > z), or its associated quantile
qα(Z) = min{z|P (Z ≤ z) ≥ α}, where α ∈ [0, 1] is a probability level and z ∈ R is a fixed
threshold level. The quantile is a popular measure of tail probabilities in financial engineering,
called within this field Value-at-Risk by its interpretation as a measure of tail risk. The quantile,
though, when included in optimization problems via constraints or objectives, is quite difficult to
treat with continuous (linear or non-linear) optimization techniques.

A significant advancement was made by Rockafellar and Uryasev Rockafellar and Uryasev (2000)
in the development of an approach to combat the difficulties raised by the use of the quantile
function in optimization. They explored a replacement for the quantile, called CVaR within the
financial literature, and called the superquantile in a general context. The superquantile is a
measure of uncertainty similar to the quantile, but with superior mathematical properties. Formally,
the superquantile (CVaR) for a continuously distributed real valued random variable Z is defined
as

q̄α(Z) = E [Z|Z > qα(Z)] . (3)

For general distributions, the superquantile can be defined by the following formula,

q̄α(Z) = min
γ

γ +
E[Z − γ]+

1− α
, (4)

where [·]+ = max{·, 0}. Similar to qα(Z), the superquantile can be used to assess the tail of the
distribution but is far easier to handle in optimization contexts. It also has the important property
that it considers the magnitude of events within the tail.

Working to extend this concept, bPOE was developed as the inverse of the superquantile in the
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same way that POE is the inverse of the quantile3. bPOE is defined in the following way, where
supZ denotes the essential supremum of random variable Z.

Definition 1. bPOE for a random variable Z at a threshold z equals

p̄z(Z) =

{
max{1− α|q̄α(Z) ≥ z}, if z ≤ supZ,

0, otherwise.

In words, for any threshold z ∈ (E[Z], supZ), bPOE can be interpreted as one minus the
probability level at which the tail expectation, or superquantile, equals z. Although bPOE seems
troublesome to calculate, Norton and Uryasev (2014) provides the following calculation formula for
bPOE.

Proposition 1. Given a real valued random variable Z and a fixed threshold z, bPOE for random
variable Z at z equals

p̄z(Z) = inf
γ<z

E[Z − γ]+

z − γ
=



lim
γ→−∞

E[Z−γ]+
z−γ = 1, if z ≤ E[Z],

min
γ<z

E[Z−γ]+
z−γ , if z ∈ (E[Z], supZ),

lim
γ→z−

E[Z−γ]+
z−γ = P (Z = supZ), if z = supZ,

min
γ<z

E[Z−γ]+
z−γ = 0, if supZ < z.

(5)

It is also important to note that formula (5) has the following properties.

Property 1 (Norton and Uryasev (2014)). If z ∈ (E[Z], supZ) and min
γ<z

E[Z−γ]+
z−γ = E[Z−γ∗]+

z−γ∗ =

1− α∗, then:
p̄z(Z) = 1− α∗, q̄α∗(Z) = z, qα∗(Z) = γ∗.

Property 2 (Mafusalov and Uryasev (2015)). bPOE is the minimal quasiconvex upper bound of
POE.

Thus, using formula (5), bPOE can be efficiently calculated and we can recover quantile and
superquantile information. Furthermore, bPOE has many advantageous mathematical properties,
which Mafusalov and Uryasev (2015) explores in depth, and is shown to be the best quasiconvex
upper bound for POE.

4 Buffered Error Rates and Superquantile Constraints

In this section, we first utilize bPOE to create bFPR and bFNR, classifier performance metrics
that are counterparts to FPR and FNR. We show that although these metrics are similar to FPR
and FNR, serving as natural upper bounds and measures of a similar notion of performance, they
may indeed reveal important aspects of classifier performance not revealed by FNR and FPR. We
then use these counterpart metrics to construct the bNP classification problem, where one seeks
a classifier that minimizes bFNR with bFPR being no larger than a specified probability level.
We then show that this optimization problem, under certain conditions, reduces to convex and
sometimes linear programming.

3bPOE was also developed as a generalization to Buffered Probability of Failure from Rockafellar and Royset
(2010)
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4.1 Buffered Error Rates as Counterpart Performance Metrics

Our methodology begins by defining counterparts of the FNR and FPR called the Buffered FPR
(bFPR) and Buffered FNR (bFNR). If we assume that we have samples of X+, X− and are thus
working with the empirical distribution of Type I errors h(X−i ), we have that bFPR is the proportion
of largest Type I errors that have average magnitude equal to zero. Similarly, for the empirical
distribution of Type II errors −h(X+

j ), bFNR is the proportion of largest Type II errors that have
average magnitude equal to zero. Specifically, we have the following definition.

Definition 2 (Buffered FPR and Buffered FNR). For a classifier h ∈ H, bFPR and bFNR are
equal to, {

bFPR(h) = p̄0 (h(X−))

bFNR(h) = p̄0 (−h(X+)) .

To first illustrate bFPR and bFNR, we have Figure 1 where we plot the distribution of Type I
errors h(X−i ), i = 1, ...,m− for a fixed scoring function h for some dataset. In the bottom chart,
we highlight the errors exceeding zero, i.e. the ranking errors considered by FNR. Thus, in the
bottom chart, FNR equals the proportion of errors larger than zero. In the top chart, we highlight
the largest errors that have average magnitude equal to zero, i.e. the errors considered by bFNR.
Thus, in the top chart, we see that bFNR is smaller than FNR, as it considers not only errors larger
than zero but also some of the negative errors most near to zero. Note that this illustration would
be the same for bFPR and FPR, only with Type II errors −h(X+

j ), j = 1, ...,m+.
These metrics, being defined with bPOE instead of POE are very similar to FPR and FNR.

Both are concerned with the tail of the distribution of class-specific (Type I and Type II) errors,
thus providing similar measures of classifier performance. As shown below in Proposition 2, we see
that bFPR and bFNR are also natural upper bounds for their counterparts. Therefore, classifiers
with low bFPR and/or bFNR will necessarily have low FPR and/or FNR. We omit proof, as it
follows directly from Property 2.

Proposition 2. For a fixed classifier h ∈ H, we have that

bFPR(h) = p̄0
(
h(X−)

)
≥ P (h(X−) > 0)

bFNR(h) = p̄0
(
−h(X+)

)
≥ P (−h(X+) > 0) .

Furthermore, as functions of the random loss h(X), bFPR and bFNR are the minimal quasi-convex
upper bounds of FPR and FNR, respectively.

These bPOE defined metrics, though, differ from their POE counterparts in an important way.
Being defined with POE, we have that FPR and FNR do not consider the magnitude of errors that
exceed zero. The metrics defined with bPOE do consider this information. Additionally, the bPOE
defined metrics take into account the magnitude of the negative errors that are most near to zero,
i.e. the worst of the correct predictions.

This information, which is not revealed by FNR and FPR, can be important when analyzing
classifier performance, particularly in the NP context, where we would like our classifier to satisfy
a Type I error constraint on the true distribution of X− with high probability. As an example,
consider a fixed classifier h and its performance on a data set that has been contaminated with a
small amount of noise. In Figure 2, in the top chart, we plot the Type I error distribution of this
classifier on the noisy data set, and report FPR and bFPR. We see that the classifier has many
samples lying near the decision boundary, i.e. these sample have Type I error that is negative but
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Figure 1: In both charts, we plot the same distribution of Type I error magnitudes h(X−
i ) for a fixed h.

In the top chart, we highlight the largest errors that have average magnitude equal to zero, i.e. the errors
considered by bFPR. In the bottom chart, we highlight the errors that exceed zero, i.e. the errors considered
by FNR. We have that bFNR=.3863 and FNR=.1618.

near to zero. Assume now that we are able to remove the noise from the data and we discover
that the Type I error distribution of the classifier on the noiseless data is the same as before, but
only shifted by the slightest amount in a positive direction. This distribution is the bottom chart
in Figure 2. As we can see, the change in Type I error is almost imperceptible, but FPR has
approximately doubled. On the other hand, we see that bFPR has barley changed. By accounting
for the magnitude of errors, bFPR can be considered a more robust measure of classifier performance
on the noisy data, reflecting more accurately the characteristics of the error distribution.

Remark on Practical Application: In practice, we find that bPOE is typically about twice as
large as POE4. This means that in the case where FNR or FPR is larger then .5, we may have
bFNR or bFPR equal to 1. In this case, the classifier may still be useful (see e.g. Section 6.4) even
though bFNR/bFPR is at the highest possible value. Therefore, we emphasize that bFPR/bFNR
are complementary counterparts of FPR/FNR and that it is useful to calculate both characteristics.

4.2 NP Classification using Buffered Error Rates

To approach the NP paradigm, we propose the bNP classification problem, a formulation that
minimizes bFNR while satisfying a bound on bFPR. Not only can this be viewed as an approximate
solution to the original NP classification problem (1) using the tightest convex upper bounds for

4This makes sense intuitively if we imagine that Z is continuous and that its PDF has derivative close to zero in
the interval [z − supZ, z + supZ].
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Figure 2: In the top chart, we plot the distribution of Type I error and show FPR and bFPR for a fixed
classifier on data with noise. In the bottom chart, we remove the noise, plot the Type I error on the clean
data, and report FPR and bFPR. We assume that removing the noise has only shifted the distribution of
errors by a small amount in the positive direction. We see that FPR has almost doubled, while bFPR has
barley changed.

FNR and FPR, but it can be viewed as an insightful problem formulation in its own right. As
discussed before, using bFNR and bFPR, we are able to consider the magnitude of Type I and
Type II errors, which are not considered in NP classification formulation (1,2). Additionally, we
are able to consider the quality of the worst correct predictions, i.e. the errors that are less than,
but most near to zero.

Specifically, we solve problem (6).

min
h∈H

p̄0(−h(X+))

s.t. p̄0(h(X−)) ≤ αfp
(6)

Assume that our scoring function h(w,X) is parametrized5 by a vector w ∈ Rn and is convex and
positive homogenous (PH)6 w.r.t. to w. Applying bPOE formula (5) and making a simple change
of variables (see Appendix A for details), we have that (6) can be posed equivalently as the convex
optimization problem (7).

5For example, a linear scoring function f(w, b,X) = wTX + b.
6By “positive homogenous”, we mean that for any a ≥ 0, af(w,X) = f(aw,X).
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min
w∈Rn,γ∈R

E[−h(w,X+) + 1]+

s.t. γ +
E[h(w,X−)− γ]+

αfp
≤ 0

(7)

In the remaining sections we focus our attention to the linear scoring function h(w, b,X) = wTX+b.
In this case, (7) is still convex, but can be further reduced to linear programming via use of auxiliary
variables as follows. Note that we take the empirical expectations.

min
w∈Rn,β+

i ,β
−
j ∈R

1

m+

m+∑
i=1

β+i

s.t. β+i ≥ −w
TX+

i − b+ 1, ∀ i = 1, ...,m+

β+i ≥ 0

γ +

∑m−

j=1 β
−
j

m−αfp
≤ 0

β−j ≥ w
TX−j + b+ 1, ∀ j = 1, ...,m−

β−j ≥ 0

(8)

5 Non-linear Classification, Regularization, and Large Margin NP
Classifiers

Formulations (6,7,8) are appealing, in that they can be solved with convex programming. Unfortu-
nately, since we may be dealing with a limited sample size and there is no regularization controlling
the complexity of the resulting classifier, generalization may suffer. Furthermore, besides the linear
classifier, another suggestion for a PH convex scoring function is not obvious. In this section, we
consider the linear classifier and introduce a flexible regularization scheme that can be interpreted,
in special cases, as a large margin strategy. We then show that the special case of regularization
with the euclidean norm has strong connections with SVM’s. We show that the kernel trick can be
applied in the dual formulation and thus non-linear NP classification can be performed by solving
a quadratic program. Furthermore, we show that the optimal hyperplane is a linear combination of
support vectors, effectively controlling the complexity of the hypothesis space as is done in SVM’s.
Finally, we point out that the free parameter controlling the regularization is exactly the bPOE
threshold, which is a much more concrete interpretation than that of the SVM trade-off parameter.

5.1 Regularization and the NP-SVM

To regularize, we consider the scoring function h(w, b,X) = wTX+b
g(w) , where g : Rn → R is a convex,

positive homogenous (PH), non-negative regularization term meant to penalize the complexity of
the classifier. Since g is non-negative, it does not change the actual classifications and only changes
the magnitude of the misclassification errors to reflect the complexity of the classifier as measured by
g. In terms of large margin classifiers, a common choice would be the euclidean norm g(w) = ‖w‖2.
This would allow us to interpret −h(w, b,X+) and h(w, b,X−) geometrically as the class specific
‘margin errors,’ i.e. the distance of X from the hyperplane (w, b). For general g, they can be
interpreted as normalized error distributions, normalized w.r.t. g(w).

In addition, we consider non-zero thresholds z ∈ R for bFNR. In Definition 2, bFNR and bFPR
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are defined as bPOE of some error at threshold z = 0. As will be seen, we must use non-zero
thresholds for the regularization with g(w) to have any effect, i.e. if z = 0, the regularized problem
simply reduces to (6),(7). With this in mind, we aim to solve problem (9), which we call the NP-

SVM, where we minimize bFNR with a bFPR constraint but with scoring function h(X) = wTX+b
g(w)

and non-zero threshold z ∈ R for bFNR. Note that formulation (10) is equivalent to (9), which we
prove in Appendix B.

min
w∈Rn,b∈R

p̄z(
−wTX+ − b

g(w)
)

s.t. p̄0(
wTX− + b

g(w)
) ≤ αfp

(9)

min
w∈Rn,b,γ∈R

E[−wTX+ − b− zg(w) + 1]+

s.t. γ +
E[wTX− + b− γ]+

αfp
≤ 0

(10)

Notice that for z ≤ 0, problem (10) is a convex program. In the next section, we show that
the special case of g(w) = ‖w‖2 reveals strong connections with SVM theory. In particular, by
looking at the KKT conditions and dual formulation of an equivalent variant of (10), we find that
the optimal classifier is a linear combination of support vectors and that the kernel trick can be
applied in the dual yielding a convex quadratic program.

5.2 Support Vectors, Dual Formulations, and Non-Linear NP Classification

In this section, we relate our approach to SVM’s. To accomplish this, consider optimization problem
(11). This is a reformulation of (10) which, as proved in the Appendix D, produces the same set of
optimal hyperplanes over the parameter range z ≤ 0.7

min
w∈Rn;b,γ∈R

1

m+

m+∑
i=1

[−wTX+
i − b+ 1]+ − z‖w‖22

s.t. γ +

∑m−

i=1[w
TX−i + b− γ]+

m−αfp
≤ 0

(11)

Additionally, we have that the dual of (11) is (12). We derive this dual in Appendix C.

max
β

∑
i|Yi=+1

βi +
1

4z

N∑
i=1

N∑
j=1

YiYjβiβjX
T
i Xj

s.t. 0 ≤ βi ≤
1

m+
, if Yi = +1

0 ≤ βi ≤
1

m−αfp

∑
i|Yi=−1

βi , if Yi = −1

∑
i

Yiβi = 0

(12)

First, notice that this is a convex quadratic program (QP), which can be solved efficiently.
Second, notice the presence of dot products in the dual. Thus, just as is done with SVM’s, we can
utilize a kernel function k(Xi, Xj) = φ(Xi)

Tφ(Xj) satisfying Mercers condition to map X into a

7Note that for z > 0, (10) is non-convex. Therefore, we only consider solutions for the parameter range z ≤ 0.
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high dimensional feature space without explicit computation of the map φ : Rn → Rd, d >> n. For
a broad introduction to kernel methods we refer readers to Shawe-Taylor and Cristianini (2004),
or for a more pointed introduction in the context of SVM’s we refer readers to Cortes and Vapnik
(1995). Additionally, we mention that the QP may not scale well for large sample sizes since the
objective function involves a kernel matrix K := {Kij = k(Xi, Xj)} of size O(N2). This, however,
is a problem faced by many kernel based learning methods and low rank approximations of K
along with other methods have been shown to work well and improve scalability. Two example
techniques include the Nystrom method (Drineas and Mahoney (2005), Kumar et al. (2012)) and
Random Kitchen Sinks (Rahimi and Recht (2007), Le et al. (2013)).

Finally, we point out that there is theoretical justification for the ability of the optimal classifier
found via (11) or (12) to generalize, even when performing linear classification in the high dimen-
sional feature space induced by the kernel function. Exactly as occurs with SVMs, the KKT system
of (11) reveals that the optimal w has a support vector expansion. Specifically, it shows that the
optimal hyperplane is such that w = 1

−2z
∑

i YiβiXi, where the the non-zero βi indicate that Xi is
within the margin of the hyperplane. Thus, since the hyperplane is determined, or supported, by
these vectors in the margin, they are termed support vectors. We show this exactly in Appendix C
when we derive the dual formulation (12). Therefore, even when performing classification in high
dimensional feature spaces, the complexity of the linear classifier is limited by the number of non-
zero βi in the support vector expansion. Therefore, in terms of statistical learning theory, we are
able to control the VC dimension of our hypothesis class (see Cortes and Vapnik (1995) for the
original discussion in terms of SVM’s).

5.3 Recovering Decision Function from Dual

Note that the decision function d(w, b,X) = sign{wTX + b} can be recovered via dual variables,
β. As already mentioned, w can be recovered via the relation w = 1

−2z
∑

i YiβiXi. The bias term
b can be recovered by considering the KKT system (14). Specifically, we have two possible cases.
First, suppose that there exists i such that 0 < β+i < 1

m+ . Together with (14b), this implies
ρ+i > 0 and together with (14i) implies ξ+i = 0. Furthermore, together with (14k) these imply
that −wTX+

i − b + 1 = 0, or equivalently that b = −wTX+
i + 1. It is possible, though, that

there will not exist 0 < β+i < 1
m+ . Now, suppose that there is no such i with 0 < β+i < 1

m+ .
Then there must exist i such that 0 < β−i < 1

m−αfp

∑
i|Yi=−1 βi. (Otherwise, the only solution

to the NP-SVM is trivial.) In this case, similar logic can be applied to retrieve b. Together with
(14c,j), 0 < β−i < 1

m−αfp

∑
i|Yi=−1 βi implies ρ−i > 0 and together with (14i) implies ξ−i = 0.

Furthermore, together with (14l) these imply that wTX−i +b−γ = 0. Note then that since 0 < β−i ,
together with (14j), we have that λ =

∑
i|Yi=−1 βi > 0. This, together with (14m), implies that

γ =
∑m−

i=1 [w
TX−

i +b−γ]+
m−αfp

. Using, from before, the fact that b− γ = −wTX−i , we can calculate γ from∑m−
i=1 [w

TX−
i +b−γ]+

m−αfp
. Finally, we use our newly calculated γ to get b = −wTX−i + γ.

Remark on practical application of NP-SVM: Application of the kernel trick and the regu-
larization strategy proposed in previous sections is, by no means, necessary for NP-SVM classifiers
to be useful in applied settings. Applied machine learning often requires more complex pipelines
consisting of multiple preprocessing stages. For example, feature engineering and selection and
data normalization are often critical to the success of a machine learning algorithm. Therefore,
the NP-SVM, even in its simplest (7,8) form, can be highly useful as a single stage of multistage
pipelines that benefit from, or require, finer control over Type I and Type II errors. This includes
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deep learning architectures, such as the stacking architecture found in Vinyals et al. (2012) or the
single layer architecture of Coates et al. (2010). In this context, the linear NP-SVM could easily
be implemented as the top layer of each module within the architecture.

6 Numerical Examples

In this section, we demonstrate the use of the proposed formulation on 5 data sets from the UCI
Machine Learning Repository. In Section 6.1-6.3, we demonstrate the regularized linear NP-SVM
formulation (10) with 3 data sets. Note that we take empirical expectations when we use (10).
We chose to use the L1 norm as our regularization function, g(w) = ‖w‖1. In addition to its
use throughout the machine learning and statistics literature8, utilization of the L1 norm allows
us to reduce (10) to an LP which can be solved very efficiently with off-the-shelf LP solvers. In
Section 6.4-6.5, we demonstrate the non-linear NP-SVM (12), made non-linear via the use of a
non-linear kernel function.

We present each data set individually and highlight the informative trade-off curves that can
be generated when the NP-SVM is solved for many different αfp significance levels. These trade-ff
curves show that αfp effectively controls the estimated FP, bFP, FN, and bFN rates, as would be
expected. Additionally, these curves show that the NP-SVM can generate sets of classifiers that
have very similar error rate, but very different FPR, FNR, bFPR, and bFNR. It should also be
noted that all measured rates and metrics are out-of-sample cross-validation (CV) estimates.

To provide a point of comparison, we also include results for the classical soft-margin C-SVM9.
This can be viewed as a benchmark error-rate minimizer. This helps to illustrate that, compared
to a simple error-rate minimizer, the NP-SVM provides information rich tradeoff curves controlled
by an αfp parameter that is intuitive to the NP setting.

In performing our experiments, we solve the NP-SVM for a range of αfp values. Furthermore,
for each choice of αfp, we use 5-fold CV to perform model selection w.r.t. the parameter z for
the NP-SVM and C for the C-SVM (as well as kernel parameters in Section 6.4-6.5). As for the
performance metric utilized within the CV model selection procedure to choose the best model, we
perform model selection twice, with two different performance metrics; NP-score and error rate. We
first perform model selection w.r.t. a performance metric called the NP-score from Scott (2007),
which relies on αfp. The NP-score for a classifier h is an intuitive performance metric for the NP
setting that is given by,

Sαfp
(h) =

1

αfp
[P (h(X−) > 0)− αfp]+ + P (−h(X+) > 0) .

This metric penalizes classifiers with FPR larger than the chosen significance level αfp and rewards
classifiers for low FNR. Furthermore, the penalty for FPR is weighted by 1

αfp
. Selecting SVM’s

in this manner is similar to evaluations undertaken in Davenport et al. (2010), where SVM’s are
tuned to have low NP-score so that they perform appropriately in an NP setting.

We also report results for the case where model selection is performed with error rate as its
performance metric. On the surface, this seems like a poor choice. Assuming one would like to
perform NP or bNP classification with significance level αfp, error rate gives little indication about
the classifiers violation of the FPR or bFPR constraint. This is particularly true for unbalanced
data sets. However, assuming one would like to perform NP or bNP classification with significance

8Regularization with the L1 norm has been shown to induce sparsity in w and work well as a regularizer in SVM
and regression settings.

9Always formulated with the same regularizer as the compared NP-SVM.
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level αfp, we find that if one performs model selection with error rate as the performance metric
over a set of NP-SVM models all formulated with αfp, but with varying z (and potentially other
parameters like kernel parameters), the resulting model that minimizes error rate the best still
performs quite well w.r.t. the NP paradigm. In other words, as long as αfp is set properly for
the NP-SVM, error rate can still be used as a performance metric for model selection and produce
reasonable NP-SVM models. This is in complete contrast to, for example, the C-SVM. Using error
rate to select a model can lead to extremely poor NP classifiers for the chosen significance level
αfp. This observation about the NP-SVM and its αfp parameter is particularly useful in practice
since performance metrics for an NP setting have not been studied extensively. Our results would
suggest that this is not a major issue for the NP-SVM. Even when using metrics for model selection
that may seem completely inappropriate for an NP setting, the NP-SVM can still provide classifiers
satisfying the NP paradigm.

Thus, to summarize, for each value of αfp we use 5-fold CV to choose the best performing
C-SVM and NP-SVM with performance measured by Sαfp

and error rate. Using error rate allows
us to compare the NP-SVM with a simple error rate minimizing C-SVM. Using NP-score allows us
to do model selection in an NP context and to have the choice of z and C rely on the significance
level αfp and its ability to satisfy an NP paradigm.

6.1 Pageblocks Dataset, Figure 3-7

For the first demonstration of the linear NP-SVM we use the Pageblocks data set. This dataset
is a classic example of a document classification task where a document has been split into blocks
containing either text or non-text, meaning graphics or lines. The dataset consists of m+ = 4913
examples of text and m− = 560 examples of non-text with 10 features. Given the unbalanced nature
of this dataset, error rate minimization may not be ideal. One can also easily envision applications
where it is more important to correctly classify blocks with non-text (i.e. have a low FPR), such
as a system that aims to extract images from a document. We solve for αfp ∈ [.01, .02, ..., .49]
and for each choice of αfp we solve for all z ∈ [−10−5,−10−4, ...,−104]. We also solve the C-SVM
for all C ∈ [10−5, 10−4, ..., 104]. In Figure 3 and 4, for each αfp, we report metrics for classifiers
performing best w.r.t. error rate. In Figure 5 and 6, for each αfp, we report metrics for classifiers
performing best w.r.t. Sαfp

. Furthermore, Figure 4 and 6 report the CV estimates of error rate,
FNR, and FPR while Figure 3 and 5 report the CV estimates of error rate, bFNR, and bFPR.

Looking at Figures 3-6, ignoring the C-SVM results, we can make three immediate observations
about the NP-SVM. We first notice that the αfp parameter effectively controls FPR and bFPR as
expected. Even when using error rate as our model selection metric, the αfp effectively controls the
rate of different error types. Secondly, we notice that the NP-SVM provides us with a wide range
of solutions with very different error type rates, but very similar error rates. Thus, without much
change in the error rate, we can select the classifier with appropriate FNR/FPR/bFNR/bFPR.
Thirdly, we are able to make a clear assessment about how FNR, bFNR, and overall error rate
are affected by strengthened (or weakened) requirements for bFPR and FPR chosen via the upper
bound αfp. For example, looking at Figure 4, we notice that the benefit of weakening the require-
ments on bFPR/FPR via an increase in αfp, in terms of allowing a decrease in FNR and error rate,
begins to diminish at αfp ≈ .15 as well as αfp ≈ .3.

Comparison against the C-SVM is also enlightening. We see that we can choose classifiers with
quantitatively better overall performance with the same error rate as the best C-SVM. For example,
in Figure 3 we see that the NP-SVM with best error rate at any αfp ∈ [.3, .35] has error rate equal
to that of the best C-SVM, but lower bFPR and bFNR. In the case where we do model selection
with NP-score as our performance metric, we see that we are able to get some variation in the
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Figure 3: When CV metric is Error Rate, plot
of FNR, FPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 4: When CV metric is Error Rate, plot
of FNR, FPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 5: When CV metric is Sαfp
, plot of FNR,

FPR, and Error Rate (y-axis) vs. αfp (x-axis).
Figure 6: When CV metric is Sαfp

, plot of FNR,
FPR, and Error Rate (y-axis) vs. αfp (x-axis).

best C-SVM model selected. However, we notice two things. First, we see that we get much more
variation in models with the NP-SVM. Over the entire range of αfp, the C-SVM only gives us four
choices for optimal models, while the NP-SVM gives us a unique model for almost every αfp choice.
Second, we see that as αfp varies, we are able to have the FNR/FPR and bFNR/bFPR curves cross.
At no significance level αfp does the C-SVM achieve FPR/bFPR lower than FNR/bFNR, with the
only exception being the trivial classifier given at low αfp levels.

We finally note that the bFPR/bFNR curves do not differ dramatically from the FPR/FNR
curves. However, we are still able to gain performance insights from the bFNR/bFPR curves
that are not available when looking at the FNR/FPR curves. For example, consider the insight
already mentioned regarding Figure 3 where we see that the NP-SVM with best error rate at any
αfp ∈ [.3, .35] has error rate equal to that of the best C-SVM, but lower bFPR and bFNR. For two
classifiers with the same error rate, it is not possible for one to have both a lower FPR and FNR.

For completeness, Figure 7 shows how the C-SVM and NP-SVM compare in terms of NP-score
when that is the model selection performance metric. We see that the NP-SVM clearly outperforms
the C-SVM for αfp ≤ .2 while performing at least as well as the C-SVM for αfp > .2.
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Figure 7

6.2 Spambase Dataset, Figure 8-13

For the second demonstration of the linear NP-SVM we use the Spambase data set which consists
of m+ = 1813 examples of spam emails and m− = 2788 examples of non-spam emails each having
57 features. This is a good example of a dataset where the NP paradigm is relevant. One would,
most likely, want to have a low FPR since a False Positive amounts to marking a good email as
spam. This could lead to an important message getting deleted without the user being aware, while
a False Negative simply leads to the user manually deleting a spam message. We solve for the same
αfp, z, C values as we did for Pageblocks in Section 6.1. In Figure 8 and 9, for each αfp, we report
metrics for classifiers performing best w.r.t. error rate. In Figure 10 and 11, for each αfp, we report
metrics for classifiers performing best w.r.t. Sαfp

. Furthermore, Figure 9 and 11 report the CV
estimates of error rate, FNR, and FPR while Figure 8 and 10 report the CV estimates of error rate,
bFNR, and bFPR.

For this dataset, we can make many of the same observations that were made for the Pageblocks
dataset. Again, we see that αfp effectively controls bFPR/FPR, even when error rate is the model
selection performance metric, producing informative tradeoff curves for varying requirements of
αfp. For this dataset in particular, we also notice that the NP-SVM performs quite well, especially
compared to the C-SVM, when requirements on αfp are more strict with αfp ≤ .1. Also, again, it is
noteworthy that the NP-SVM trade-off curves are minorly affected by the choice of model selection
performance metric. As long as αfp is selected appropriately, we achieve results appropriate for an
NP setting, even when our model selection performance metric is error rate.

We also see that, again, the bFNR/bFPR curves are very similar to the FNR/FPR curves, but
can provide additional insight. For example, in Figure 8 and 10 we see that at αfp = .19, in both
cases, the NP-SVM is able to achieve the same error rate as that of the best C-SVM, but with both
a lower bFPR and bFNR. Looking at αfp = .19 in Figure 9 and 11, however, we see that FNR is
lower while FPR is higher compared to the C-SVM.

Thus, we see much of the same as we saw before with Pageblocks. Again, for completeness,
Figure 12 shows the NP-scores for the C-SVM and NP-SVM classifiers when NP-score is the model
selection criterion. We see that the NP-SVM clearly dominates the C-SVM for αfp ≤ .1, but
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the situation beyond is unclear. Figure 13 provides clarification with a magnified view of αfp ∈
[.1, ..., .5]. We see that, except for the interval [.15, ..., .3], the NP-SVM continues to outperform
the C-SVM.

6.3 German Credit, Figure 14-18

Next, we demonstrate the linear NP-SVM on the Statlog Numeric German Credit data set which
consists of 24 features, m+ = 700 examples of people that are credit worthy and m− = 300 examples
of people who are not credit worthy. We solve for αfp ∈ [.01, .02, ..., .99] and for each choice of αfp
we solve for all z ∈ [−10−5,−10−4, ...,−104], C ∈ [10−5, 10−4, ..., 104]. In Figure 14 and 15, for each
αfp, we report metrics for classifiers performing best w.r.t. error rate. In Figure 16 and 17, for
each αfp, we report metrics for classifiers performing best w.r.t. Sαfp

. Furthermore, Figure 15 and
17 report the CV estimates of error rate, FNR, and FPR while Figure 14 and 16 report the CV
estimates of error rate, bFNR, and bFPR. Note that we only plot αfp ≥ .2 since αfp < .2 produced
only trivial classifiers for this dataset.

We only make a brief comment about this dataset since many of the observations already made
about pageblocks and spambase are valid here as well. Primarily, we include this dataset as a
very good example of a situation where NP-classification, as well as bNP-classification, would be
desirable. Performing classification on this dataset essentially amounts to predicting the credit
worthiness of an individual, or performing credit scoring. Looking at Figure 14 and 15, we see
that an error rate minimizer, like the C-SVM, generates a classifier with FPR and FNR that are
almost equal and bFPR and bFNR that are very close. This, however, may be undesirable in the
credit scoring context. A false positive (i.e. classifying someone as credit worthy when they are
not) could lead to a risky loan being made and subsequent losses from default. A false negative
simply leads to the denial of a loan with far less financial consequences (i.e. the lost revenue from
denial of a new customer). Therefore, it would be beneficial to be able to minimize FNR while
keeping FPR below an acceptable threshold αfp. Furthermore, looking at the figures, we see that
the NP-SVM allows us to achieve far lower FPR than the C-SVM. More generally, ignoring the
C-SVM, the NP-SVM gives us a wide range of potential classifiers and an intuitive αfp parameter
which helps us navigate these possibilities.

In addition, we note that bNP-classification may have benefits over traditional NP-classification
in this context. Suppose that the score h(X) given to a customer relates directly to the loan
amount given to that customer. In this case, the magnitude of false positives, i.e. the magnitude of
max{h(X−), 0}, are directly correlated with the potential risk associated with the given loan. Large
values of max{h(X−), 0} imply that the model is giving large loans to risky customers. Therefore,
the magnitude of Type I and Type II errors may be important to consider in evaluating a credit
scoring model. Thus, bNP-classification would be beneficial to consider since it considers these
magnitudes while NP-classification does not.

We note that the NP-SVM does not dominate the C-SVM in terms of NP-score, as can be seen
in Figure 18. However, NP-score may be a poor performance metric in this case, especially given
the fact that the C-SVM never achieves FPR lower than ≈ .26 and bFPR lower than ≈ .64.

6.4 WPBC, Figure 19-23

So far, we have demonstrated the use of the linear NP-SVM. Here, we demonstrate the use of the
kernel trick to perform non-linear classification in the NP setting, specifically solving (12). We use
the Wisconsin Prognostic Breast Cancer (WPBC) data set which consists of m+ = 148 examples
of breast cancer cases that are non-recurring and m− = 46 examples of breast cancer cases that
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Figure 8: When CV metric is Error Rate, plot of
bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 9: When CV metric is Error Rate, plot
of FNR, FPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 10: When CV metric is Sαfp
, plot of

bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 11: When CV metric is Sαfp
, plot of FNR,

FPR, and Error Rate (y-axis) vs. αfp (x-axis).

Figure 12: Plot of best NP-scores Sαfp (y-axis)
for each αfp (x-axis).

Figure 13: More focused plot of best NP-scores
Sαfp (y-axis) for each αfp (x-axis).
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Figure 14: When CV metric is Error Rate, plot
of bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 15: When CV metric is Error Rate, plot
of FNR, FPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 16: When CV metric is Sαfp
, plot of

bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 17: When CV metric is Sαfp
, plot of FNR,

FPR, and Error Rate (y-axis) vs. αfp (x-axis).

Figure 18: Plot of best NP-scores Sαfp (y-axis) for each αfp (x-axis).

19



were recurring. This is an example where, clearly, a False Positive is much more costly than a False
Negative. A False Positive amounts to missing a case of recurrent cancer, missing opportunity to
take a more cautious route in monitoring and testing the patient, potentially leading to riskier
scenarios later in time. A False Negative, however, amounts to classifying non-recurrent cancer
as recurrent, which would likely only lead to the patient and doctor taking additional precautions
which may, or may not, be necessary.

We solve for αfp ∈ [.01, .02, ..., .99] and for each choice of αfp we solve for all z ∈ [−10−5,−10−4, ...,−104].
We also solve the C-SVM for all C ∈ [10−5, 10−4, ..., 104]. For the kernel, we use the RBF kernel
function k(Xi, Xj) = e−d‖Xi−Xj‖22 for d ∈ [10−5, 10−4, ..., 104] and, as is typically done when using
the RBF kernel, we normalize the data features to have zero mean and unit standard deviation.
In Figure 19 and 20, for each αfp, we report metrics for classifiers performing best w.r.t. error
rate. In Figure 21 and 22, for each αfp, we report metrics for classifiers performing best w.r.t.
Sαfp

. Furthermore, Figure 20 and 22 report the CV estimates of error rate, FNR, and FPR while
Figure 19 and 21 report the CV estimates of error rate, bFNR, and bFPR.

Before discussing a brief analysis of results, we point out that the use of the non-linear NP-
SVM is not arbitrary in this case. Solving the linear NP-SVM with equivalent L2 regularization
yields solutions such that FPR can go no lower than .4 and bFPR can go no lower than .8 without
the classifier becoming trivial with excessively high FNR/bFNR. This can be seen in Appendix E,
which presents the results for the linear case in Figure 31-35. Therefore, we would like to introduce
non-linear transformations of features to try and generate classifiers that work appropriately in an
NP setting when αfp is small.

Looking at Figure 22 and 23, we find that the non-linear NP-SVM provides an informative
trade-off curve over the range of significance levels αfp, with the presence of crossing FNR/FPR
and bFNR/bFPR curves that are not available when using the linear NP-SVM (see Appendix E).
From this, we can see significance levels at which large trade-offs occur. For example, as the αfp
decreases beyond .4, one begins to pay a price in terms of error rate which becomes even steeper as
αfp decreases beyond .25. On the other hand, we also see that these critical points lead to significant
drops in FPR/bFPR. For smaller values of αfp, we see that we can find reasonable operating points.
For example, at αfp = .18 we have error rate, FPR, and FNR that are approximately equal to .5,
.12, and .6 respectively. Although the error rate is .5 with FNR at .6, the .12 value for FPR
indicates that this test for recurrence/non-recurrence, in practice, may be useful as a first stage
screening procedure in a multistage screening process. One might notice that at αfp = .18, we have
bFNR= 1. As discussed in the ending remark of Section 4.1, this does not necessarily mean that the
classifier is trivial or unusable. For this reason, bFPR/bFNR are counterparts, not replacements,
for the FPR/FNR metrics. While useful in the optimization phase and the assessment of False
Positive, we must use the counterpart FNR to clarify the assessment of False Negative.

However, in one way, the results for the non-linear NP-SVM differ significantly from the results
of the linear case presented in Section 6.1-6.3. Specifically, Figure 19 and 20 indicate that error rate
cannot be used as a model selection performance metric. This can be explained by the imbalanced
nature of the data set and the presence of trivial classifiers when using an extremely flexible kernel
map. When significant overfitting occurs on a very unbalanced dataset, an overfit classifier that
puts all test-set examples into a single class may still produce the lowest error rate among candidate
classifiers. Nevertheless, we see that using a model selection metric that is appropriate for the NP
setting, such as NP-score, remedies this issue.
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Figure 19: When CV metric is Error Rate, plot
of bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 20: When CV metric is Error Rate, plot
of FNR, FPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 21: When CV metric is Sαfp
, plot of

bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 22: When CV metric is Sαfp
, plot of FNR,

FPR, and Error Rate (y-axis) vs. αfp (x-axis).

Figure 23: Plot of best NP-scores Sαfp (y-axis)
for each αfp (x-axis).

Figure 24: More focused plot of best NP-scores
Sαfp (y-axis) for each αfp (x-axis).
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6.5 MNIST, Figure 25-30

To provide an additional demonstration of the non-linear NP-SVM, we performed the experiment
on the MNIST handwritten digit data set. This data set consists of images of handwritten digits,
zero through nine, which must be classified correctly. Typically, performance on this data set is
evaluated by error rate. In the most general case, there is really no motivation behind valuing a FN
more than a FP, or vice versa. It is easy, though, to motivate the NP setting for digit recognition.
Consider, for example, a machine at a bank that reads handwritten withdrawal slips, reading the
dollar amount a person or business wishes to withdraw from an account. Furthermore, consider
the case where the number is either $3000 or $8000, since 3 and 8 can look highly similar when
handwritten, and the machine must classify this first digit. If the machine mistakenly reads an 8,
this could lead to financial penalties if the account has insufficient funds. One the other hand, if
the machine mistakenly reads a 3, the account will not be overdrawn and financial penalties may
be avoided. Thus, it may be more desirable to minimize the rate of false 8’s, hence motivation for
an NP setting.

Since this is simply a demonstration of the NP-SVM10, we keep the example computationally
light for the MNIST data set, performing classification on a subsample of size m+ = m− = 200
where we have m+ examples of the ‘3’ digit and m− examples of the ‘8’ digit. The full MNIST data
set consists of 70, 000 samples and 10 classes. We performed grid selection of the C, z parameters
for the C-SVM and NP-SVM in the same way as the linear case while utilizing the polynomial
kernel k(Xi, Xj) = ( 1

NX
T
i Xj + 1)d for d ∈ {2, 3}.

In Figure 25 and 26, for each αfp, we report metrics for classifiers performing best w.r.t. error
rate. In Figure 27 and 28, for each αfp, we report metrics for classifiers performing best w.r.t.
Sαfp

. Furthermore, Figure 26 and 28 report the CV estimates of error rate, FNR, and FPR while
Figure 25 and 27 report the CV estimates of error rate, bFNR, and bFPR.

An analysis of results echoes the cases already discussed in Section 6.1-6.4. The αfp parameter
works as advertised. We are given informative trade-off curves. Over the interval αfp ∈ [.01, .25]
we see that FPR/FNR and bFPR/bFNR change according to the value of αfp, while the error
rate stays almost constant. In all, we see that the NP-SVM helps us to find a classifier for the
NP setting given many different αfp significance levels. We also see that the NP-SVM classifier
dominates the C-SVM in term of NP-score when that is the chosen model selection performance
metric.

6.6 Additional Case Study Using Splines

As was mentioned at the end of Section 5.3, the simplest form of the Buffered NP classification
problem (6,7,8) can be utilized in more complex applied machine learning pipelines. For the inter-
ested reader, an example case study can be found online11 involving a particular two-stage convex
procedure where the first stage involves solving for a transformation of features that is optimal
w.r.t. the bNP classification task and the second stage involves solving for an optimal classifier.
The general procedure is as follows: Assume we have chosen αfp ∈ [0, 1) and that we have N
samples of the n-dimensional feature vectors X1, ..., XN where Xi,j denotes the jth feature of the
ith sample. The first stage involves n individual solves of equation (6), each time utilizing only
the jth feature of each sample. Thus, the jth iteration will solve (6) using sample X1,j , ..., XN,j to
yield argmin hj . The function space H will to be the set of piecewise-linear splines with d pieces,
where d is a free parameter. This first stage will then yield a new set of features for each sample

10We are not attempting to beat the state-of-the-art for MNIST classification.
11
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Figure 25: When CV metric is Error Rate, plot
of bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 26: When CV metric is Error Rate, plot
of bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 27: When CV metric is Sαfp
, plot of

bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 28: When CV metric is Sαfp
, plot of

bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 29: Plot of best NP-scores Sαfp (y-axis)
for each αfp (x-axis).

Figure 30: More focused view of best NP-scores
Sαfp (y-axis) for each αfp (x-axis).
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h(Xi) = [h1(Xi,1), ..., hn(Xi,n)]T . We then, in the second stage, solve the linear problem (8) with
the same αfp using the transformed samples h(X1), ...,h(XN ).

This procedure for bNP classification is fully convex, meaning all optimization subproblems
are convex. Therefore, it can be solved very efficiently. Specific implementation details, including
code for implementing the procedure in MATLAB with optimization software PSG12, can be found
online13. Often, if this non-linear transformation proves appropriate, this procedure can yield
extremely good results. For example, in the case study found online, for the spambase dataset
discussed in Section 6.1 with αfp = .1, d = 30 we were able to attain classifiers with 5-fold CV
estimates of FNR= .0002 and FPR=.053.

7 Conclusion

Motivated by the attractiveness and challenges in NP classification, we have proposed a counterpart
NP formulations called Buffered Neyman-Pearson classification. In the traditional NP classification,
performance metrics are used that only account for the rate at which type I and type II errors occur.
Our approach considers the severity of these errors while also considering the severity of the worst,
but correct predictions. To facilitate this approach, we have defined two new performance metrics
in terms of bPOE. These performance metrics, the bFNR and bFPR, are natural counterparts of
FNR and FPR, measuring similar notions of performance while also acting as the tightest convex
upper bounds for FNR and FPR. By accounting for the severity of the different error types, though,
these bPOE based metrics may reveal aspects of classifier performance not revealed by their POE
counterparts.

Moving toward the NP classification task, we formulated the bNP classification problem, which
aims to minimize the bFNR with explicit control over the bFPR. We showed that this formulation
can often be solved directly via convex and linear programming. Thus, in addition to the benefits
of the bPOE based metrics, the bNP formulation is efficiently solvable. The bNP formulation can
also be viewed as an optimal convex approximation of the original NP classification problem, which
is discontinuous and non-convex.

When working with data sets that are not linearly separable, the bNP classification problem
can be naturally extended to non-linear decision boundaries via the kernel trick. In addition,
regularization can also be introduced intuitively, leading to classifiers that can be interpreted to be
of large margin. Much like SVM’s, the optimal hyperplane of certain bNP classification problems
has a support vector expansion, leading to theoretical evidence that the classifier will be able to
generalize, even in the high dimensional spaces induced by the kernel function.

In conclusion, the bNP and NP classification problems are natural counterparts, both providing
different insights into the what classifier is optimal when traditional error rate minimization is not
suitable. While the NP classification problem is useful, the bNP classification problem proves to
be much easier to work with in an optimization setting. Additionally, bNP classification, and its
associated bPOE based performance metrics, consider important aspects of classifier performance
hidden by NP classification and POE based metrics.

A Derivation of Dual and the Support Vector Expansion

To form the dual of (11), we consider the following equivalent form:

12aorda.com
13
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min
w,b,γ,ξ+,ξ−

1

m+

m+∑
i=1

ξ+i − z‖w‖
2
2

s.t. ξ+i ≥ −w
TX+

i − b+ 1

ξ+i ≥ 0

γ +

∑m−

i=1 ξ
−
i

m−αfp
≤ 0

ξ−i ≥ w
TX−i + b− γ

ξ−i ≥ 0

(13)

We then form the Lagrangian of (13), which equals

L(w, b, γ, ξ+, ξ−, β+, β−, λ, ρ+, ρ−) =− z‖w‖22 +
1

m+

m+∑
i=1

ξ+i +

m+∑
i=1

β+i
[
−wTX+

i − b+ 1− ξ+i
]

+ λ

(
γ +

∑m−

i=1 ξ
−
i

m−αfp

)
−

m+∑
i=1

ρ+i ξ
+
i −

m−∑
i=1

ρ−i ξ
−
i

+
m−∑
i=1

β−i
[
wTX−i + b− γ − ξ−i

]
.

We then wish to find the saddle point to solve,

max
β+,β−,λ,ρ+,ρ−

min
w,b,γ,ξ+,ξ−

L(w, b, γ, ξ+, ξ−, β+, β−, λ, ρ+, ρ−) .

To simplify this formulation, we analyze its KKT system, which is the following set of primal fea-
sibility (14a,d,e,f), dual feasibility (14a), stationarity (14b,c,g,h,j), and complimentarily (14i,k,l,m)
conditions:
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ξ+, ξ−, β+, β−, ρ+, ρ−, λ ≥ 0, γ ∈ R (14a)

1

m+
− β+i − ρ

+
i = 0, (14b)

λ

m−αfp
− β−i − ρ

−
i = 0, (14c)

ξ+i ≥ −w
TX+

i − b+ 1, (14d)

ξ−i ≥ w
TX−i + b− γ, (14e)

γ +

∑m−

i=1 ξ
−
i

m−αfp
≤ 0, (14f)

− 2zw −
m+∑
i=1

β+i X
+
i +

m−∑
i=1

β−i X
−
i = 0, (14g)

−
m+∑
i=1

β+i +

m−∑
i=1

β−i = 0, (14h)

ξ+i ρ
+
i = 0 = ξ−i ρ

−
i , (14i)

−
m−∑
i=1

β−i + λ = 0, (14j)

β+i
[
−wTX+

i − b+ 1− ξ+i
]

= 0, (14k)

β−i
[
wTX−i + b− γ − ξ−i

]
= 0, (14l)

λ

(
γ +

∑m−

i=1 ξ
−
i

m−αfp

)
= 0. (14m)

Notice the condition −2zw =
∑m+

i=1 β
+
i X

+
i −

∑m−

i=1 β
−
i X

−
i . This, in conjunction with the compli-

mentarily conditions, shows that this is a support vector expansion of w. To form the dual, we
further use the KKT system to simplify the max-min of the Lagrangian. First, notice that condi-

tions (14a,b,c,j) imply that 0 ≤ β+i ≤
1
m+ , 0 ≤ β−i ≤

1
m−αfp

∑m−

i=1 β
−
i . Furthermore, notice that

condition (14h) implies that −
∑m+

i=1 β
+
i +

∑m−

i=1 β
−
i = 0. To simplify the the max-min formulation of

the Lagrangian, we explicitly enforce these conditions as constraints and apply the support vector
expansion of w. Furthermore, we make a change of variable β := (β+, β−) to allow a more compact
notation. This allows us to simplify the max-min of the Lagrangian and form the dual as,

max
β

∑
i|Yi=+1

βi +
1

4z

N∑
i=1

N∑
j=1

YiYjβiβjX
T
i Xj

s.t. 0 ≤ βi ≤
1

m+
, if Yi = +1

0 ≤ βi ≤
1

m−αfp

∑
i|Yi=−1

βi , if Yi = −1

∑
i

Yiβi = 0

(15)
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B Reformulation of (6) as (7)

We begin with the formulation,

min
w∈Rn

p̄0(−h(w,X+))

s.t. p̄0(h(w,X−)) ≤ αfp
(16)

Assume that our scoring function h(w,X) is parametrized by a vector w ∈ Rn and is convex and
positive homogenous w.r.t. to w. Note that for a random variable Z, we have p̄0(Z) ≤ αfp ⇐⇒
q̄1−αfp

(Z) ≤ 0. Thus, we can replace the bPOE constraint with a constraint that (4) is less than
or equal to zero. After replacing the constraint and applying bPOE formula (5) to the objective,
we have

min
w∈Rn,γ1<0,γ2∈R

E[−h(w,X+)− γ1]+

−γ1

s.t. γ2 +
E[h(w,X−)− γ2]+

αfp
≤ 0

(17)

We then bring −γ1 into the expectation and make the change of variable wnew = w
−γ . This yields,

min
w∈Rn,γ1<0,γ2∈R

E[−h(w,X+) + 1]+

s.t. γ2 +
E[−γ1h(w,X−)− γ2]+

αfp
≤ 0

(18)

Finally, diving both sides of the constraint by −γ1 and making the change of variable γ = γ2
−γ1 , we

have

min
w∈Rn,γ∈R

E[−h(w,X+) + 1]+

s.t. γ +
E[h(w,X−)− γ]+

αfp
≤ 0

(19)
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C Reformulation of (9) as (10)

We begin with the following optimization problem where we note that g(w) is convex and positive
homogenous,

min
w∈Rn,b∈R

p̄z(
−wTX+ − b

g(w)
)

s.t. p̄0(
wTX− + b

g(w)
) ≤ αfp

(20)

Note that for a random variable Z, we have p̄0(Z) ≤ αfp ⇐⇒ q̄1−αfp
(Z) ≤ 0. Thus, we can

replace the bPOE constraint with a constraint that (4) is less than or equal to zero. After replacing
the constraint and applying bPOE formula (5) to the objective, we have

min
w∈Rn,γ1<z;b,γ2∈R

E[−w
TX+−b
g(w) − γ1]+

z − γ1

s.t. γ2 +
E[w

TX−+b
g(w) − γ2]+

αfp
≤ 0

(21)

Bringing z − γ1 into the expectation, we have

min
w∈Rn,γ1<z;b,γ2∈R

E[
−wTX+ − b
g(w)(z − γ1)

− γ1
z − γ1

]+

s.t. γ2 +
E[w

TX−+b
g(w) − γ2]+

αfp
≤ 0

(22)

Making the change of variable bnew = b
g(w)(z−γ1) , we have

min
w∈Rn,γ1<z;b,γ2∈R

E[
−wTX+

g(w)(z − γ1)
− b− γ1

z − γ1
]+

s.t. γ2 +
E[w

TX−

g(w) + b(z − γ1)− γ2]+

αfp
≤ 0

(23)

Consider now the change of variable wnew = w
g(w)(z−γ1) . This gives us that g(wnew) = g

(
w

g(w)(z−γ1)

)
=

1
z−γ1 =⇒ z − γ1 = 1

g(wnew) . Furthermore, using this fact, we see that − γ1
z−γ1 =

1
g(wnew)

−z
z−γ1 =

g(wnew)
(

1
g(wnew) − z

)
= 1− zg(wnew). Plugging this into the previous optimization problem, also

making the change of variable, we have

min
w∈Rn,γ1<z;b,γ2∈R

E[−wTX+ − b− zg(wnew) + 1]+

s.t. γ2 +
E[(wTX− + b)(z − γ1)− γ2]+

αfp
≤ 0

(24)

Finally, after dividing both sides of the constraint inequality by (z− γ1) and making the change of
variable γ = γ2

z−γ1 , we have
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min
w∈Rn;b,γ∈R

E[−wTX+ − b− zg(wnew) + 1]+

s.t. γ +
E[wTX− + b− γ]+

αfp
≤ 0

(25)

D Proof of equivalence for (10) and (11)

For this proof, we will utilize the following reformulations of (11) and (10).

min
w,b,γ,ξ+,ξ−

1

m+

m+∑
i=1

ξ+i − ẑ‖w‖
2
2

s.t. ξ+i ≥ −w
TX+

i − b+ 1

ξ+i ≥ 0

γ +

∑m−

i=1 ξ
−
i

m−αfp
≤ 0

ξ−i ≥ w
TX−i + b− γ

ξ−i ≥ 0

(26)

min
w,b,γ,ξ+,ξ−

1

m+

m+∑
i=1

ξ+i

s.t. ξ+i ≥ −w
TX+

i − b− z‖w‖2 + 1

ξ+i ≥ 0

γ +

∑m−

i=1 ξ
−
i

m−αfp
≤ 0

ξ−i ≥ w
TX−i + b− γ

ξ−i ≥ 0
(27)

Also, to prove the main result, we prove two more exact theorems which rely on analyzing the
KKT systems of the formulations. The first assumes that we have found the optimal solution for
(26) with ẑ ≤ 0 and we then show that this is the optimal solution, up to a specific scaling factor,
of (27) formulated with a specific parameter z ≤ 0. The second theorem is the reverse, where we
solve (27) and show that its solution is also optimal to (26). Note that these theorems refer to
dual variables, which are given within the KKT systems which are provided below the theorem
statements. Specifically, the KKT system of (26) is (28) and the KKT system of (27) is (29).

Theorem 1. Assume that there is no feasible solution for (26) such that all X+
i points are cor-

rectly classified. Furthermore, suppose that optimization problem (26) is formulated with parameter
ẑ ≤ 0 and that it has optimal primal variables (w∗, b∗, ξ+∗, ξ−∗, γ∗) and optimal dual variables

(λ∗, β+∗, β−∗, ρ+∗, ρ−∗). Then (27), formulated with parameter z = 2ẑ‖w∗‖2∑m+

i=1 β
+∗
i

, will have optimal

primal variables (w = µw∗, b = µb∗, ξ+ = µξ+∗, ξ− = µξ−∗, γ = µγ∗) and optimal dual variables

(λ = λ∗, β+ = β+∗, β− = β−∗, ρ+ = ρ+∗, ρ− = ρ−∗), where µ =
∑m+

i=1 β
+∗
i

2
∑m+

i=1 β
+∗
i +2ẑ‖w∗‖22

> 0.

Theorem 2. Suppose optimization problem (27) is formulated with parameter z ≤ 0 and that it has
optimal primal variables (w∗, b∗, ξ+∗, ξ−∗, γ∗) and optimal dual variables (λ∗, β+∗, β−∗, ρ+∗, ρ−∗).

Then (26), formulated with parameter ẑ =
z
∑m+

i=1 β
+∗
i

2‖µw∗‖2 , will have optimal primal variables (w =

µw∗, b = µb∗, ξ+ = µξ+∗, ξ− = µξ−∗, γ = µγ∗) and optimal dual variables (λ = λ∗, β+ = β+∗, β− =
β−∗, ρ+ = ρ+∗, ρ− = ρ−∗), where µ = 1

1−z‖w∗‖2 > 0.
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ξ+, ξ−, β+, β−, ρ+, ρ−, λ ≥ 0, γ ∈ R (28a)

1

m+
− β+i − ρ

+
i = 0, (28b)

λ

m−αfp
− β−i − ρ

−
i = 0, (28c)

ξ+i ≥ −w
TX+

i − b+ 1, (28d)

ξ−i ≥ w
TX−i + b− γ, (28e)

γ +

∑m−

i=1 ξ
−
i

m−αfp
≤ 0, (28f)

− 2ẑw −
m+∑
i=1

β+i X
+
i +

m−∑
i=1

β−i X
−
i = 0, (28g)

−
m+∑
i=1

β+i +

m−∑
i=1

β−i = 0, (28h)

ξ+i ρ
+
i = 0 = ξ−i ρ

−
i , (28i)

−
m−∑
i=1

β−i + λ = 0, (28j)

β+i
[
−wTX+

i − b+ 1− ξ+i
]

= 0, (28k)

β−i
[
wTX−i + b− γ − ξ−i

]
= 0, (28l)

λ

(
γ +

∑m−

i=1 ξ
−
i

m−αfp

)
= 0. (28m)

ξ+, ξ−, β+, β−, ρ+, ρ−, λ ≥ 0, γ ∈ R (29a)

1

m+
− β+i − ρ

+
i = 0, (29b)

λ

m−αfp
− β−i − ρ

−
i = 0, (29c)

ξ+i ≥ −w
TX+

i − b− z‖w‖2 + 1, (29d)

ξ−i ≥ w
TX−i + b− γ, (29e)

γ +

∑m−

i=1 ξ
−
i

m−αfp
≤ 0, (29f)

−zw
‖w‖2

m+∑
i=1

β+i −
m+∑
i=1

β+i X
+
i +

m−∑
i=1

β−i X
−
i = 0,

(29g)

−
m+∑
i=1

β+i +
m−∑
i=1

β−i = 0, (29h)

ξ+i ρ
+
i = 0 = ξ−i ρ

−
i , (29i)

−
m−∑
i=1

β−i + λ = 0, (29j)

β+i
[
−wTX+

i − b− z‖w‖2 + 1− ξ+i
]

= 0,
(29k)

β−i
[
wTX−i + b− γ − ξ−i

]
= 0, (29l)

λ

(
γ +

∑m−

i=1 ξ
−
i

m−αfp

)
= 0. (29m)

Proof of Theorem 1: Since (26), formulated with parameter ẑ ≤ 0, has optimal primal and
dual variables (w∗, b∗, ξ+∗, ξ−∗, γ∗, λ∗, β+∗, β−∗, ρ+∗, ρ−∗), we know that these variables satisfy KKT
system (28). We show that KKT system (29) is satisfied by (w = µw∗, b = µb∗, ξ+ = µξ+∗, ξ− =

µξ−∗, γ = µγ∗, λ = λ∗, β+ = β+∗, β− = β−∗, ρ+ = ρ+∗, ρ− = ρ−∗) where z = 2ẑ‖w∗‖2∑m+

i=1 β
+∗
i

and

µ =
∑m+

i=1 β
+∗
i

2
∑m+

i=1 β
+∗
i +2ẑ‖w∗‖22

> 0. We later prove that µ is indeed greater than zero.

First, notice that conditions (29a,b,c,e,f,h,i,j,l,m) are obviously satisfied since substitution shows
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that these are equivalent to (28a,b,c,e,f,h,i,j,l,m) multiplied by µ. For condition (29d) we have,

0 ≥ −wTX+
i − b− z‖w‖2 + 1− ξ+i = µ

(
−w∗TX+

i − b
∗ − ξ∗+i

)
− 2ẑµ‖w∗‖22∑m+

i=1 β
+∗
i

+ 1

= µ
(
−w∗TX+

i − b
∗ − ξ∗+i

)
−

∑m+

i=1 β
+∗
i

2
∑m+

i=1 β
+∗
i + 2ẑ‖w∗‖22

(
2ẑ‖w∗‖22∑m+

i=1 β
+∗
i

)
+ 1

= µ
(
−w∗TX+

i − b
∗ − ξ∗+i

)
− ẑ‖w∗‖22∑m+

i=1 β
+∗
i + ẑ‖w∗‖22

+

∑m+

i=1 β
+∗
i + ẑ‖w∗‖22∑m+

i=1 β
+∗
i + ẑ‖w∗‖22

= µ
(
−w∗TX+

i − b
∗ − ξ∗+i

)
+ µ

= µ
(
−w∗TX+

i − b
∗ − ξ∗+i + 1

)
Thus, (29d) is true since (28d) is assumed to be true.
For condition (29g) we have,

0 =
−zw
‖w‖2

m+∑
i=1

β+i −
m+∑
i=1

β+i X
+
i +

m−∑
i=1

β−i X
−
i =

−2ẑ‖w∗‖2µw∗∑m+

i=1 β
+∗
i ‖µw∗‖2

m+∑
i=1

β+∗i −
m+∑
i=1

β+∗i X+
i +

m−∑
i=1

β−∗i X−i

= 2ẑw∗ −
m+∑
i=1

β+∗i X+
i +

m−∑
i=1

β−∗i X−i

Thus, (29g) is true since (28g) is assumed to be true.
For condition (29k) we have,

0 = β+i
[
−wTX+

i − b− z‖w‖2 + 1− ξ+i
]

= µβ+∗i
[
−w∗TX+

i − b
∗ − ξ+∗i

]
+ β+∗i

(
− 2ẑ‖w∗‖2∑m+

i=1 β
+∗
i

‖µw∗‖2 + 1

)

= µβ+∗i
[
−w∗TX+

i − b
∗ − ξ+∗i

]
+ β+∗i

(
−

∑m+

i=1 β
+∗
i

2
∑m+

i=1 β
+∗
i + 2ẑ‖w∗‖22

(
2ẑ‖w∗‖22∑m+

i=1 β
+∗
i

)
+ 1

)

= µβ+∗i
[
−w∗TX+

i − b
∗ − ξ+∗i

]
+ β+∗i

(
− ẑ‖w∗‖22∑m+

i=1 β
+∗
i + ẑ‖w∗‖22

+

∑m+

i=1 β
+∗
i + ẑ‖w∗‖22∑m+

i=1 β
+∗
i + ẑ‖w∗‖22

)
= µβ+∗i

[
−w∗TX+

i − b
∗ − ξ+∗i

]
+ β+∗i µ

= µβ+∗i
[
−w∗TX+

i − b
∗ − ξ+∗i + 1

]
Thus, (29k) is true since (28k) is assumed to be true.
With all KKT conditions satisfied, we now need to verify our assumption that µ > 0. We show
equivalently that

∑
i β

+∗
i > −ẑ‖w∗‖22. To show this, we look at the Lagrangian of (13), which can

take the form,
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max
β

∑
i|Yi=+1

βi +

(
inf
w,b
−ẑ‖w‖22 +

N∑
i=1

βi
[
−Yi(wTX+

i + b)
])

s.t. 0 ≤ βi ≤
1

m+
, if Yi = +1

0 ≤ βi ≤
1

m−αfp

∑
i|Yi=−1

βi , if Yi = −1

∑
i

Yiβi = 0

(30)

Since w = 0 is a feasible solution, we know that

inf
w,b
−ẑ‖w‖22 +

N∑
i=1

βi
[
−Yi(wTX+

i + b)
]
≤ 0 .

Finally, noting that with optimal variables we have

∑
i|Yi=+1

β∗i +

(
inf
w,b
−ẑ‖w‖22 +

N∑
i=1

β∗i
[
−Yi(wTX+

i + b)
])

= −ẑ‖w∗‖22 +
∑
i

ξ+∗i +
∑
i

ξ−∗i .

But since the data set is not linearly separable,
∑

i ξ
+∗
i +

∑
i ξ
−∗
i > 0. Thus, we must have that∑

i|Yi=+1 β
∗
i > −ẑ‖w∗‖22.

�

Proof of Theorem 2: Since (27), formulated with parameter z ≤ 0, has optimal primal and
dual variables (w∗, b∗, ξ+∗, ξ−∗, γ∗, λ∗, β+∗, β−∗, ρ+∗, ρ−∗), we know that these variables satisfy KKT
system (29). We show that KKT system (28) is satisfied by (w = µw∗, b = µb∗, ξ+ = µξ+∗, ξ− =

µξ−∗, γ = µγ∗, λ = λ∗, β+ = β+∗, β− = β−∗, ρ+ = ρ+∗, ρ− = ρ−∗) where ẑ =
z
∑m+

i=1 β
+∗
i

2‖µw∗‖2 and

µ = 1
1−z‖w∗‖2 > 0.

First, notice that conditions (28a,b,c,e,f,h,i,j,l,m) are obviously satisfied since substitution shows
that these are equivalent to (29a,b,c,e,f,h,i,j,l,m) multiplied by µ. For condition (28d) we have,

0 ≥ −wTX+
i − b+ 1− ξ+i = µ

(
−w∗TX+

i − b
∗ − ξ∗+i

)
+ 1

⇐⇒ 0 ≥
(
−w∗TX+

i − b
∗ − ξ∗+i

)
+

1

µ

=
(
−w∗TX+

i − b
∗ − ξ∗+i

)
+ 1− z‖w∗‖2

= −w∗TX+
i − b

∗ − z‖w∗‖2 + 1− ξ∗+i

Thus, (28d) is true since (29d) is assumed to be true.
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For condition (28g) we have,

0 = −2ẑw −
m+∑
i=1

β+i X
+
i +

m−∑
i=1

β−i X
−
i =

−2zµw∗
∑m+

i=1 β
+∗
i

2‖µw∗‖2
−

m+∑
i=1

β+∗i X+
i +

m−∑
i=1

β−∗i X−i

=
−zw∗

∑m+

i=1 β
+∗
i

‖w∗‖2
−

m+∑
i=1

β+∗i X+
i +

m−∑
i=1

β−∗i X−i

Thus, (28g) is true since (29g) is assumed to be true.
For condition (28k) we have,

0 = β+i
[
−wTX+

i − b+ 1− ξ+i
]

= µβ+∗i
[
−w∗TX+

i − b
∗ − ξ+∗i

]
+ β+∗i

⇐⇒ 0 = β+∗i
[
−w∗TX+

i − b
∗ − ξ+∗i

]
+
β+∗i
µ

= β+∗i
[
−w∗TX+

i − b
∗ − ξ+∗i

]
+ β+∗i (1− z‖w∗‖2)

= β+∗i
[
−w∗TX+

i − b
∗ − z‖w∗‖2 + 1− ξ+∗i

]
Thus, (28k) is true since (29k) is assumed to be true. Finally, notice that µ = 1

1−z‖w∗‖2 > 0 since

1− z‖w∗‖2 ≥ 1.
�

E Linear NP-SVM results for WPBC

In Figure 31-35, we detail the results for solving the empirical variant of (10) with g(w) = ‖w‖2.
We choose the L2 norm for regularization so as to compare to the non-linear NP-SVM solved via
(12) which, being the dual of (11), is also regularized with the L2 norm.

Figure 31: When CV metric is Error Rate, plot
of bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 32: When CV metric is Error Rate, plot
of FNR, FPR, and Error Rate (y-axis) vs. αfp
(x-axis).
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Figure 33: When CV metric is Sαfp
, plot of

bFNR, bFPR, and Error Rate (y-axis) vs. αfp
(x-axis).

Figure 34: When CV metric is Sαfp
, plot of FNR,

FPR, and Error Rate (y-axis) vs. αfp (x-axis).

Figure 35: Plot of best NP-scores Sαfp (y-axis) for each αfp (x-axis).
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